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Introduction: Delivering at
Production Speeds
Welcome to The Gorilla Guide To…® Modernizing Backup
Operations, Foundation Edition. Backups are not a “hot”
topic, as they’ve been viewed much like insurance: Paying
money for something you hopefully will never need to use.
But backups remain as critical as ever. As these capabilities
continue to evolve, the speed, compatibility, and reliability of
backups are increasingly in the spotlight.
Traditionally, backups have been viewed merely as a means
to recover from disasters, operator errors, and information
security compromise events, such as ransomware. There’s
good reason for these to be first-to-mind use cases for backups: Above all, backups exist to ensure that you have a copy of
your data in case something goes wrong!
Ransomware in particular has been something of a wakeup
call. Threat actors making use of ransomware have proven to
be indiscriminate, attacking any target of opportunity they
can. Municipalities, hospitals, Fortune 500 enterprises, and
mom-and-pop small businesses have all fallen victim. So it’s
entirely understandable that backups are viewed predominantly as a sort of “insurance against disaster.” However, in
today’s organizations, they increasingly have other uses.
One of the most frequently used capabilities provided by backups is that they offer organizations the ability to instantiate
copies of data sets that are nearly identical to production data.
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For organizations with in-house developers, this is extremely useful (with appropriate data masking) for testing code
against real data, without having to test in production.
Similarly, operations teams frequently use data-masked
backup data to test infrastructure scaling and IT automation.
IT teams are also responsible for facilitating various types of
audits, and backups are an excellent way to provide auditors
access to organizational data without giving them direct
access to production systems. The performance impact of
indexing and searching on production systems increasingly
makes using backup copies for audits a virtual necessity.
Many organizations also have requirements to legally retain
data for longer periods of time than that data is organizationally useful. A well-architected backup infrastructure
can also serve as archive infrastructure, moving cold data to
lower-cost storage, and freeing expensive tier 0/1 storage for
production workloads.
To deliver upon all these use cases, backup infrastructure
must be capable of delivering at production speeds when required, while still having the option of offloading lower-demand data to more economical storage.

The Need for (Backup) Speed
A backup infrastructure is only able to economically serve all
of these use cases if it has access to—and can make use of—
multiple different types of backup media. The most common
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types of backup media are tape, disk, and public cloud. Each
has its own strengths and weaknesses, and each lend themselves to different use cases.
Magnetic tapes were once the de facto standard for backups.
If you were serious about backups, you used tape. Tape is inexpensive, high-capacity, and—if you treat them very well—
reasonably reliable. They are, however, slow. Part of this is
linearity: Tapes start at the beginning and go to the end—if
all you need is a bit in the middle, you still have to wind the
tape all the way to that point.
Byte for byte, disks are an expensive way to do backups. That
said, they’re significantly faster, especially if the disks are in
a storage array. High-end rotating media or all-flash storage
arrays can deliver the throughput of an entire vault of tapes
all at once. This makes them an indispensable backup media
for any situation where restore speed is prioritized.
Disk storage comes in three broad flavors: block, file, and
object. Block storage is what you get when your backup infrastructure writes either directly to a disk that’s plugged
into the same server as the backup application, or—far more
likely—when a LUN from a storage array is assigned to the
backup infrastructure.
File storage is a means to remotely access storage on another server. Protocols like NFS and SMB allow file servers
to share storage to multiple clients simultaneously. This
contrasts with object storage, which can only be used by one
server (or server cluster) at a time. This ability to share with
multiple clients means that file storage has overhead, which
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block storage does not, and also presents risks associated
with multiple clients attempting to interact with the same
data simultaneously.
Object storage is in many ways similar to file storage,
except that it’s designed to have less overhead, and to be
less expensive. If you want to store a few terabytes of data
among multiple clients, you’ll likely choose file storage. If
you want to store a few petabytes of data among multiple
clients, you’ll almost certainly choose object storage. Object
storage was once rare outside of cloud vendors, but has been
growing in popularity, especially among organizations with
large data sets.
Cloud object storage is, for the most part, object storage
that’s run by someone else. There are, of course, cloud versions of block and file storage, but these are either running
on top of object storage via a “shim,” or they’re simply
significantly more expensive than object storage. Cloud
providers operate at scale, and at cloud scale object makes
abundant sense, allowing cloud operators to offer storage
at prices that are often far lower than organizations can
achieve internally.

Cloud providers operate at scale, and at
cloud scale object makes abundant sense,
allowing cloud operators to offer storage
at prices that are often far lower than
organizations can achieve internally.
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The downside to object and cloud storage is sometimes speed.
Often, object storage accomplishes its mission of being inexpensive disk-based storage by using the lowest-cost (and
thus lowest-speed) disks that can be found—you just use lots
and lots of them. It’s not uncommon to need multiple racks of
object storage disks to achieve data throughput speeds that a
single 2U all-flash block storage array can accomplish.
Most backup software cannot natively store backups on
all these different types of storage. This is an extremely
high-level look at the differences between these types of
storage, and even this is uncomfortably long, hopefully allowing for some understanding of how much work it would be
for each backup vendor to support—and optimize for—each
of these media types.

A virtual tape library (VTL) is a data storage
virtualization technology used typically for
backup and recovery purposes. A VTL presents a
storage component (usually hard disk storage) as
tape libraries or tape drives for use with existing
backup software.

Tapes, however, are something that virtually every backup
application can use as a backup target. This is mostly for
historic reasons, but treating all backup targets like tapes has
become something of a standard throughout the industry.
As a result, virtual tape libraries (VTLs) evolved, which are
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backup-to-disk targets that look like physical tape libraries,
and today serve as the “one true backup target.”

What Does a Modern Backup
Infrastructure Look Like?
In the real world, organizations have multiple backup software
vendors spread across their departments and sites, and that’s
not going to change anytime soon. To meet the demands placed
upon modern backups, however, these diverse backup software applications need to write their backups to a common,
IT-managed backup storage infrastructure that provides the
performance and enterprise-class feature set they need.
This evolution is very similar to how SAN disk arrays removed
the drives from compute servers, virtualized them, and delivered important functionality, without requiring the workloads (or the administrators of those workloads) to manage
that functionality.
When disk arrays virtualized storage, disk redundancy (such
as RAID or erasure coding), thin provisioning, data replication,
snapshots, and so forth were all managed by storage administrators. The physical infrastructure—and the reliability of
the data that resided upon it—could be managed by different
people that manage the contents or security of that data.
Today’s organizations need a similar centrally managed
backup infrastructure, which provides a backup target for
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all of the various backup and restore applications being used
across divisions to provide the functionality necessary to
modernize the backup and archival infrastructure. This is
where VTLs come in.
With VTLs, backup application vendors can focus on making
sure their application knows all the byzantine quirks of the
workloads and/or infrastructure they’re backing up, but only
has to worry about writing to “tape.” The VTL takes care of
writing to the physical media, whether that’s physical tape,
or disk-based block, file, object, or cloud storage.
One of the most common complaints that IT teams have
about their backup infrastructure is that they need it to keep
up with demanding I/O loads, both during backup runs, and
during restores. This requirement, more than any other, has
driven a “tiered” approach to backup infrastructure: Backups
are frequently made to a local, high-performance backup tier
(such as a disk array on a SAN). They’re then copied off-site
(to a cloud provider, or via physical tape).
Unfortunately, storing a complete copy of your backup data
on a SAN is expensive, even with data reduction features
such as compression and deduplication. For this reason, it’s
desirable to “export” data that hasn’t been used in some time
(cold data) out of the VTL. This removes that data from the
high-speed block storage tier, relegating it to a slower—but
less expensive—tier of storage, such as object, or tape.
Because no storage medium is immune to damage, VTLs
must above all be able to guarantee data security and authenticity. This is done through various mechanisms, including

M o d e r n i z i n g B a c k u p O p e r atio n s

10

encryption, anti-tampering, checksums for data validation, a
SHA256 hash to ensure authenticity, and more.
VTLs have been around for a while as a popular backup-todisk target, but given the need for speed, the multitude of
different storage mediums available, and the increasingly
diverse use cases for backups, VTLs needed to evolve.

There is serious complexity involved
in storing this data securely, verifiably,
in multiple data-reduced copies, across
multiple storage media types and even
physical locations.
Importantly, however, VTLs needed to evolve to take advantage of all new storage media types without requiring backup
software and/or workload administrators to change backup
software vendors or procedures. Today’s VTLs must be able
to do all of this, and be able to continually expand the storage
under management to accommodate the ever-increasing
amount of mission-critical data (which, according to some
estimates, is growing at 39% per year).
There is serious complexity involved in storing this data
securely, verifiably, in multiple data-reduced copies, across
multiple storage media types and even physical locations.
For this reason, it’s rare to see individual backup applications
match the capabilities of a modern VTL. It just makes more
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business sense for there to be two types of vendors involved in
this space: those which gather the data from workloads, and
those which store and manage the data where it needs to be.

The StorSafe Advantage
FalconStor is an example of a vendor that focuses on storing
and managing the data where it needs to be. It has been an
industry-leading software-defined backup-to-disk vendor
for a long time. This has given FalconStor a good understanding of how backup infrastructure needs to evolve, and
has led to the creation of its StorSafe™ VTL, as shown in
Figure 1.
StorSafe has earned industry attention in part because it’s
able to deliver backup performance of up to 160TB/hour. This
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Figure 1: Instead of storing backup sets on tapes, Falcon-Stor StorSafe
stores them on disk
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does, of course, depend on the underlying storage infrastructure provided and the number of industry-standard servers (1
to 9) applied. This level of performance is achieved using
standard SAN disk arrays from any vendor. While the performance numbers turn heads, they’re far from the only key
capabilities.
StorSafe’s ability to make use of multiple media types—especially object/cloud storage—give it effectively unlimited
capacity. There’s no logical capacity limit for data under
management, meaning that capacity is capped only by the
physical media (or cloud subscriptions) you have available.
As might be expected for a modern VTL, physical backup
media support is extensive, and vendor-agnostic. StorSafe
supports Amazon S3-compatible object storage for bulk cold
storage (on or off-premises), cloud storage (off-premises),
physical tape (one would really, really hope the tapes go
off-premises!) and, of course, block disk storage provided by
industry-standard SAN disk arrays.
StorSafe backups are always initially captured onto local
block storage. This provides both the performance necessary
to absorb incoming backups within the prescribed backup
window, and enables high-speed restores of that data. After
initial capture, StorSafe then exports data to less-expensive
storage to save money, or for offsite protection of backups.
Data reduction is a key capability, with StorSafe able to deliver up to 95% data reduction. StorSafe servers themselves
are able to operate in an active-active high-availability mode,
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ensuring that backup functionality remains operational, even
in the event of an IT infrastructure failure.

THE HARD PART
Despite the fact that most backup applications (and even
some VTLs) don’t write to as many diverse types of backup
media as StorSafe, writing and restoring data—and even
performing data reduction—isn’t the hard part of doing
backups. The hard part of doing backups is making sure that
data is safe and secure, without compromising on the ability
to store data in an economically efficient manner.
Consider offsite replication. StorSafe offers asynchronous
replication between two copies of StorSafe for offsite protection, functionality that’s greatly appreciated by, among
others, managed service providers (MSPs), and their customers. It’s useful for smaller organizations to work with
an MSP on backups, as well as for large organizations with
multiple divisions.

The hard part of doing backups is making
sure that data is safe and secure, without
compromising on the ability to store data
in an economically efficient manner.
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With asynchronous replication, backups are initially ingested into an on-premises copy of StorSafe and stored on
a SAN-based disk array. During ingestion the data is deduplicated and compressed, which reduces SAN storage costs.
A copy of that data is then sent offsite to another copy of
StorSafe for offsite protection using asynchronous replication, which only needs to transmit the deltas since the prior
back session.
The second, twin, copy of StorSafe is typically operating on
the MSP’s cloud, but it could just as easily be an organization-managed or public cloud instance. This not only provides
the safety of an offsite backup target, but also allows for data
to be rehydrated (for example, to provide an auditor access, or
engage in disaster recovery) using that remote infrastructure.
But StorSafe doesn’t actually need another StorSafe instance
to store data remotely. That’s merely a convenience. It’s designed to be able to store data on physical tapes that get taken
offsite, or in Secure Data Containers that are stored on object
storage, anywhere in the world.
To do this, StorSafe exports older virtual tapes as secure data
containers. Secure data containers include all the metadata
needed for a StorSafe instance to import the data contained
therein, reconstituting the original virtual tape. To ensure
security regardless of the policies of the object storage upon
which it resides, StorSafe uses AES-256 encryption for exports.
To manage the encryption of its secure data containers, virtual, or physical tapes, StorSafe has its own key management
capabilities, including the ability to export the keyring to

M o d e r n i z i n g B a c k u p O p e r atio n s

15

On-PreMIses PrOTecTIOn

PrIVaTe or PuBLIc cLOud

storsafe

storsafe

TM

TM

Server 1

Server 2

Server 3

Global
Deduplication

Backup Server

FC

Virtual Tape
Virtual Tape
Virtual Tape

Deltas Forever

Up to 95%
Data Reduction

sTOrsIGHT TM
ManaGeMenT

iSCSI
Backup Server

Server 5

Server 6

San
Storage

Object
Storage

Any Storage Vendors
Grow LUNs over Time

Unlimited Capacity
Lower Cost Storage
Local or Clouds

Global
Deduplication

TCP/IP

Backup-to-Disk is 6x Faster

100% Compatible

Server 4

Asynchronous
Replication

Virtual Tape
Virtual Tape
Virtual Tape

Up to 95%
Data Reduction

San
Storage
Any Cloud Provider
Add Block Storage

Object
Storage
Unlimited Capacity
Lower Cost Storage

Figure 2: StorSight gathers and consolidates information coming from
different StorSafe servers into a scalable repository of services, tenants,
users, predictive analytics, alert rules, reporting, and historical data

secure storage for disaster recovery purposes. StorSafe also
supports Write-Once, Read-Only (WORM) media, and virtual
tape shredding, further increasing its security capabilities.
Doing all of this is a lot harder than simply writing some bits
to storage media. And, like any application that’s expected to
operate at enterprise scale, it comes with a management application, StorSight™ (see Figure 2). Among other features,
StorSight brings SNMP integration to the table, allowing
StorSafe to integrate with an existing enterprise management
solution, such as HP OpenView, CA Unicenter, IBM Tivoli
NetView, or BMC Patrol.
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Take a Holistic Approach
Backups are becoming a critical part of everyday business
success. To capitalize on both existing and future investments
in backups, organizations need to take a holistic approach to
backup infrastructure. Just as was the case for removing disks
from the compute servers and placing them in disk arrays on a
SAN. With FalconStor StorSafe, organizations can implement
an organization-wide modern backup-to-disk infrastructure
that meets all of today’s needs, and tomorrow’s, as well.
StorSafe is a software-defined backup-to-disk target that
provides enterprise-class, data-reduced backup and restore
capabilities with the performance required to protect today’s
mission-critical servers. StorSafe delivers performance, scalability, economics, security, and management ideally suited
for enterprises and MSPs. Keep your backup infrastructure
up-to-date, even if your existing backup applications are
going to continue to be used with StorSafe by FalconStor.
To learn more, visit FalconStor at falconstor.com.
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About FalconStor

FalconStor (OTCQB: FALC) is a data protection leader that enables enterprises to modernize their data backup and archival
operations across data centers and public clouds, delivering
increased data security and providing the fastest recovery
from ransomware attacks while driving down costs by up to 90
percent. A proven technology leader with more than 40 patents, FalconStor has over an exabyte of data under management and is trusted by more than 1,000 enterprise customers
and an ecosystem of managed service providers and resellers
worldwide. To learn more, visit www.falconstor.com and stay
connected with us on YouTube, Twitter, and LinkedIn.
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About ActualTech Media

ActualTech Media is a B2B tech marketing company that
connects enterprise IT vendors with IT buyers through innovative lead generation programs and compelling custom
content services.
ActualTech Media’s team speaks to the enterprise IT audience
because we’ve been the enterprise IT audience.
Our leadership team is stacked with former CIOs, IT managers, architects, subject matter experts and marketing professionals that help our clients spend less time explaining what
their technology does and more time creating strategies that
drive results.

If you’re an IT marketer and you’d like your own custom
Gorilla Guide® title for your company, please visit
https://www.gorilla.guide/custom-solutions/
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